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Abstract

Background: Finding orthologs remains an important bottleneck in comparative genomics analyses. While the
authors of software for the quick comparison of protein sequences evaluate the speed of their software and compare
their results against the most usual software for the task, it is not common for them to evaluate their software for
more particular uses, such as finding orthologs as reciprocal best hits (RBH). Here we compared RBH results obtained
using software that runs faster than blastp. Namely, lastal, diamond, and MMseqs2.

Results: We found that lastal required the least time to produce results. However, it yielded fewer results than any
other program when comparing the proteins encoded by evolutionarily distant genomes. The program producing
the most similar number of RBH to blastp was diamond ran with the “ultra-sensitive” option. However, this option was
diamond’s slowest, with the “very-sensitive” option offering the best balance between speed and RBH results. The
speeding up of the programs was much more evident when dealing with eukaryotic genomes, which code for more
numerous proteins. For example, lastal took a median of approx. 1.5% of the blastp time to run with bacterial
proteomes and 0.6% with eukaryotic ones, while diamond with the very-sensitive option took 7.4% and 5.2%,
respectively. Though estimated error rates were very similar among the RBH obtained with all programs, RBH
obtained with MMseqs2 had the lowest error rates among the programs tested.

Conclusions: The fast algorithms for pairwise protein comparison produced results very similar to blast in a fraction
of the time, with diamond offering the best compromise in speed, sensitivity and quality, as long as a sensitivity
option, other than the default, was chosen.
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Background
Finding orthologs is an important step in comparative
genomics and represents a central concept in evolution.
Orthologs are defined as characters that diverge after a
speciation event [1]. This normally means that, if the char-
acters are genes, then they can be thought of as the same
genes in different species. Because of their relationship,
orthologs are expected to typically conserve their original
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function, an inference that has been supported by several
lines of evidence [2–5].
Efforts in standardizing methods for the inference of

orthology remain in constant evaluation, with over forty
web services available to the community [6, 7]. Few
of these methods are based on phylogenetic analyses
(tree-based approach), which, despite expected to be the
most accurate, tend to be computationally intensive and
impractical for big databases [8, 9]. Somemethods employ
pairwise sequence similarity comparisons (graph-based
methods) that have been successfully implemented, such
as the clusters of orthologous groups (COG) database
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[10, 11]. However, researchers have an increasing need to
produce their own sets of orthologs, as genome sequenc-
ing has become a much more commonly available tech-
nology.
Perhaps the most common approach, or operational

definition, of orthology, is Reciprocal Best Hits (RBH),
which is a simple method that has shown low false-
positive rates and ease of implementation [9, 12, 13].
Essentially, the complete set of proteins encoded by the
annotated genes of a genome, its proteome, is compared
to other proteomes. If two proteins, each encoded in a dif-
ferent genome, find each other as the best/highest-scoring
matches among the proteome of the opposite genome,
they are RBH and thus inferred to be orthologs. The most
common program for comparing proteomes is blastp [14].
This program was chosen for being the fastest available at
the time when comparative genomics began (v.g. [15, 16]).
However, the amount of sequences to analyze continues
to grow exponentially, making the speed of blastp com-
parisons too slow for the increasing demand for sequence
analysis.
When authors introduce a software suite for sequence

comparison, they often compare the speed and over-
all performance of their software to blastp. Since speed
tends to come at a cost in sensitivity and accuracy,
the reports might include differences in performance in
overall sequence comparison and number of detected
sequences. However, more specialized usages, like finding
orthologs as RBH, which do not often require the finding
of every sequence that would be found by blastp, might
be affected differently. Thus, it becomes necessary to test
the adequacy of the software in particular tasks. Accord-
ingly, prior work compared the performance of three fast
programs against blastp [17]. The programs tested were
blat [18], ublast [19] and lastal [20], with lastal producing
the most-similar-to-blastp results. Since then, two more
recent programs for fast sequence comparison have been
developed: diamond [21] and MMseqs2 [22] (from now
onmmseqs). Here we use lastal as a reference to the previ-
ous report [17] and test the performance of these two new
programs, diamond and mmseqs, for obtaining RBH.

Results
Runtimes
The computing speeds for finding homologs were plotted
for each program relative to blastp. Of all the programs
tested, lastal was the fastest (Fig. 1), obtaining results in
a median of approximately 1.5% of the blastp time to
run with bacterial proteomes (Fig. 1, left) and 0.6% with
eukaryotic ones (Fig. 1, right). The proportion of time
saved running any of the fast programs was much more
evident when running comparisons between eukaryotic
proteomes, which contain larger numbers of proteins than
bacterial ones.

Both diamond and mmseqs offer different sensitiv-
ity options. The sensitivity modes offered by diamond
are “fast”, “sensitive”, “more-sensitive”, “very-sensitive” and
“ultra-sensitive”. The fast mode was the closest in run-
time to lastal. The other options took increasingly longer
to run, mostly according to their level of sensitivity
(Fig. 1, left).
The sensitivity options for mmseqs tested were 1, 4,

and 5.7. 1 and 4 were chosen because both were used
in the article presenting the software [22], while 5.7 is
the default option. As expected, the 5.7 option saved
the least time in most cases, except in S. cerevisiae,
where diamond with the ultra-sensitive setting was slower
(Fig. 1, top-right).

Reciprocal best hits
The proportion of reciprocal best hits found using the
fast programs was also evaluated with respect to blastp
(Figs. 2, 3 and 4, Supplementary Figures S1–S3). Our
results showed a very similar proportion of RBH to those
obtained with blastp when the compared proteomes were
more similar to each other (higher values of genomic sim-
ilarity or GSS). In all cases, as the GSS decreased, so did
the proportion of RBH found.

Sensitivity options
The different sensitivity options resulted in different pro-
portions of RBH found by either diamond or mmseqs
(Fig. 2, Supplementary Figures S1–S3). The differences
in results become more obvious as the genomic sim-
ilarity drops. The results below refer to the figures
obtained with the E. coli reference genome (Fig. 2), though
the results with other reference genomes were similar
(Supplementary Figures S1–S3).
The proportions of RBH found using diamond’s fast

setting, which is the program’s default, dropped notice-
ably compared to those detected with the other options
(Fig. 2, top-left). The rest of the options found increasing
proportions of RBH in accordance to the level of sensitiv-
ity, albeit with small differences. All options other than the
default foundmore than 0.90 of the results found by blastp
at the lowest end of genomic similarity, with the very-
sensitive and ultra-sensitivemodes findingmore than 0.96
of the RBH found by blastp.
The UpSet plot showed that the sensitive to ultra-

sensitive settings had the highest RBH in common with
blastp for a total of 87.6% (66.9%+ 20.7%) (Fig. 2, bottom-
left).
In the case ofmmseqs, the sensitivity options tested pro-

duced noticeably different results (Fig. 2, right). Again, the
top options, 4 and 5.7, shared the most results with blastp
(Fig. 2), though only amounting to a combined 73.6%
(45.7%+27.9%). The 5.7 option produced the best results,
with 9.5% more RBH shared with blastp.
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Fig. 1 Difference in speed obtaining pairwise alignments. The times plotted are the “real” times, as measured by the time UNIX command, relative to
blastp. The fastest of the three programs we tested was lastal. Both diamond and mmseqs were tested with different sensitivity options

Programs
Both diamond with the very-sensitive option and mmseqs
ran with the 5.7 setting detected a higher proportion of
RBH than lastal (Figs. 3 and 4). This was true even at
the lowest GSS values, meaning that even in the worst
cases, neither diamond, nor mmseqs, would miss more
than 10% of the RBH that would be produced by blastp.
The diamond results were the best in this sense.
With bacterial proteomes, close to 70% of all RBH were

detected by all programs (Fig. 3, bottom). The second
most important intersections, for both E. coli and B. sub-
tilis, shows that diamond andmmseqs shared the majority
of RBH with blastp (making up a total of 73.2 + 9.7 =
82.9% and 69.9 + 10.7 = 80.6%, respectively). Unlike our
previous analysis [17], which showed evidently higher per-
centages of RBH detected solely by blastp, the proportion
of RBHs exclusive to each program were somewhat sim-
ilar. These exclusive RBH seem to represent differences
in sensitivity, which might correspond to a mixture of
differentially detected true and false positives.
In contrast to the results in bacteria, both diamond and

mmseqs produced a higher proportion of RBH than blastp
in eukaryotes (Fig. 4, top). The proportion of RBH found
by mmseqs was the highest.
The UpSet plots showed a lower proportion of shared

RBH in comparisons involving eukaryotic proteomes than
in those involving prokaryotic ones. The intersection of

all programs covered close to 62% of the RBH detected
(Fig. 4, bottom). Again, diamond and mmseqs shared the
most RBHwith blastp (57.4+17.7 = 75.1% in S. cerevisiae
and 66.6 + 12.1 = 78.7% inM. musculus).

Error estimates
Error rates increased with proteome divergence (Fig. 5).
The error rates were very similar among all programs.
The mmseqs results consistently showed the lowest error
rate estimates. Overall, eukaryotes error rates were higher
than those estimated for prokaryotes (Fig. 5, right).

Discussion
The fastest programwas lastal
The highest sensitivity options offered by diamond, very-
sensitive and ultra-sensitive, were introduced with ver-
sion 2.0.0 of the program, which was released while
this report was under review. Thus, this might be the
first article showing results using them. As mentioned
in the “Results” section, the fast mode, which is the
default, was the closest in runtime to lastal. The other
options took increasingly longer to run. However, with
bacterial proteomes the very-sensitive mode ran in a
time between that taken by the fast and sensitive modes
(Fig. 1, left). The ultra-sensitive mode was the slowest to
run, breaking the “staircase-step” length by a large gap
(Fig. 1, overall).
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Fig. 2 Reciprocal best hits found by diamond and mmseqs. The figure shows results using the E. coli proteome as reference. Results with the other
reference proteomes showed similar tendencies (see supplementary document). The proportion of RBH found is comparable to those found by
blastp when the proteomes involved are very similar (high Genomic Similarity Scores, GSS). This proportion reduces with the GSS. As expected, low
sensitivities reduced the proportion of RBH found. Note that the improvement between diamond’s very-sensitive and ultra-sensitive settings is
modest compared to their relative runtimes (Fig. 1)

With mmseqs, the 5.7 option saved the least time in
most cases, except in S. cerevisiae, where diamond with
the ultra-sensitive setting was slower (Fig. 1, top-right).
Note that we ran mmseqs with the “easy-search” func-

tion. This function produces any output format desired
withoutmuch user intervention. The easy-search function
accepts the target either in plain fasta format, or as a for-
matted database, but the query has to remain in plain fasta
format. Another way to produce pairwise alignments with
mmseqs would use the “search” function instead of easy-
search. The search function requires databases built for
both, query and target. The results of the search function
is also in database format. This database can then be used
to extract results into other output formats as necessary.
Also note that the mmseqs software can also precom-

pute indexes for its databases. We decided not to build
indexes because they take very long to be built and use
too much space. For example, the database for the largest
bacterial proteome (12,103 annotated proteins) used 5.7M
of space, which increased to 898M when building the

index. Runtimes might vary if the user preferred to build a
database index and use the search function instead of the
easy-search one.
Finally, note that mmseqs has a “rbh” function, with

a future version offering an “easy-rbh” function, which
should take care of producing a table without much user
intervention (Martin Steinegger, personal communica-
tion). However, we decided not to use the “rbh” function
because we preferred to keep control of the parameters
used to produce RBH.

The best compromise for obtaining reciprocal best hits was
diamond with the very-sensitive option
As mentioned under results, both diamond and mmseqs
were run with different sensitivity options, which, as
expected, resulted in different proportions of RBH found
(Fig. 2, Supplementary Figures S1–S3). At the lower end
of genomic similarity, the differences in results among
the tested sensitivity options became more apparent. The
results discussed below refer to those obtained with the
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Fig. 3 Reciprocal best hits found by all programs with bacterial proteomes. The proportion of RBH obtained with the fast programs is very similar to
those obtained with blastp when genomes are very similar to each other (high Genomic Similarity Scores, GSS). As GSS decreases, the proportion
falls. Both diamond and mmseqs showed improved proportions at low GSS compared to lastal. Close to 70% of the RBH detected are shared by all
programs. Both diamond and mmseqs share the most RBH with blastp

E. coli reference genome (Fig. 2). However, the results
with other reference genomes showed similar tendencies
(Supplementary Figures S1–S3).
In the case of diamond, the lower proportions found

using the fast setting, the program’s default, was apparent
even when comparing very similar proteomes (Fig. 2, top-
left). The rest of the options behaved noticeably better,
which suggests that diamond with the sensitive mode
would already be a good substitute for blastp. The increase
in RBH between the sensitive and the more-sensitive
options was small, with a somewhat larger gap between
the more-sensitive and the very-sensitive modes and,
finally, another slight increase from the very-sensitive to
the ultra-sensitive mode. These tendencies are more obvi-
ous at the lowestGSS, where the proportion of RBH found
by diamond with the very-sensitive and ultra-sensitive
modes were above 0.96 (Fig. 2, top-left).
The UpSet plots showed that the sensitive to ultra-

sensitive settings had the highest RBH in common with
blastp for a total of 87.6% (66.9% + 20.7%) (Fig. 2, bottom-
left), with 20.7% representing the difference in results

compared to the fast option. Thus, diamond with the fast
option would perform very poorly compared to blastp. It
also appears that the ultra-sensitive mode had very little
advantage over the very-sensitive option, considering the
much longer time it took to run (Fig. 1). This setting took
a median of 7.4% of the blastp time to run with bacte-
rial proteomes (Fig. 1, left) and 5.2% with eukaryotic ones
(Fig. 1, right). These results are the reason why we selected
this option to represent diamond in the overall software
comparison.
The top options tested for mmseqs, 4 and 5.7, shared

the most results with blastp (Fig. 2), with The 5.7 option
producing the best results, with 9.5% more RBH shared
with blastp than the other options. We thus chose the 5.7
setting, which is the program’s default, for comparisons
against results obtained with the other fast programs.
At the sensitivity levels selected above, both diamond

and mmseqs detected a higher proportion of RBH than
lastal (Figs. 3 and 4). This was true even at the lowest
GSS values, meaning that even in the worst cases, neither
diamond, nor mmseqs, would miss more than 10% of the
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Fig. 4 Reciprocal best hits found by all programs with eukaryotic proteomes. The proportion of RBH obtained with the fast programs, relative to the
number obtained with blastp, is more similar when genomes are in the same taxonomic group as the reference genome (Ascomycota for S.
cerevisiae, Chordata forM.musculus). Both diamond and mmseqs showed improved proportions compared to lastal. Bottom: most of the RBH
detected are shared by all programs. Both diamond and mmseqs share the most RBH with blastp

RBH produced by blastp. The diamond results were the
best in this regard.
With bacterial proteomes, close to 70% of all RBH

were detected by all programs (Fig. 3, bottom). The
second most important intersections, for both E. coli
and B. subtilis, shows that diamond and mmseqs shared
the majority of RBH with blastp (see “Results” section).
Unlike our previous analysis [17], which showed evi-
dently higher percentages of RBH detected solely by
blastp, the proportion of RBHs exclusive to each pro-
gram were somewhat similar. These exclusive RBH seem
to represent differences in sensitivity, which might corre-
spond to a mixture of differentially detected true and false
positives.
In contrast to what we observed in bacteria, both dia-

mond and mmseqs produced a higher proportion of RBH
than blastp in eukaryotes (Fig. 4, top). The proportion
of RBH found by mmseqs was the highest. Since these
proportions are above the RBH found by blastp, it is dif-
ficult to decide if these results are an improvement or a

problem. The error rate estimates did not help deciding
(see section below and Fig. 5, right).
The results of all programs shared a lower proportion

of RBH in the eukaryotic results than in the prokaryotic
ones, with the intersection of all programs covering close
to 62% of the RBH detected (Fig. 4, bottom).

Error rate estimates were very similar among all programs
Despite genomic rearrangements and horizontal gene
transfer result in divergence of gene order, a few regions
are preserved even between the genomes of evolution-
arily distant organisms [23–25]. Thus, despite conserva-
tion of adjacency is a very limited source for correction
of misidentified orthologs, pairs of adjacently conserved
genes can still be used to estimate error rates [12].
As expected, error rates increased with proteome diver-

gence (Fig. 5). The error rates were very similar among
all programs. Themmseqs results consistently showed the
lowest error rate estimates. These results suggest that the
quality of orthologs remains as high, if not better, when
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Fig. 5 Error rate estimates. All error rate estimates are very close between programs, indicating that using any of the fast programs would not add
errors beyond what would be obtained with blastp. As expected, error rate estimates increase with genome divergence. The error rate estimates are
higher in eukaryotes (note that the scale is different to that for bacteria), presumably due to the complex dynamics of eukaryotic chromosomes

using software that produces results faster than blastp.
The reason why mmseqs showed the best quality could
be that this program uses a very efficient implementa-
tion of the Smith-Waterman algorithm to produce its final
alignments.
The contrast between bacterial and eukaryotic RBH

results might due to the complex dynamics of eukaryotic
chromosomes, resulting in complex homology relation-
ships (e.g. [26, 27]). Such complexity might result in differ-
ences in paralog/ortholog resolutions. Problems resolving
ortholog/paralog relationships might also result in dif-
ferences in error rates. Accordingly, the error rate esti-
mates were higher for eukaryotes (Fig. 5, right). Besides
difficulties for such a simple method as RBH for solv-
ing ortholog/paralog relationships, the simple concepts
of orthology and paralogy might not be easily applicable
to complex situations, where gene conversions, duplica-
tions, and loses, complicate the picture [26, 27]. Thus,
though we expected to find higher error estimates in
eukaryotes, these estimates might reflect both, authentic
mistakes, as well as the complexity of eukaryotic genome
dynamics.

Conclusions
The results above suggest that diamond, ran with the very-
sensitive option, might be the best alternative to obtain
RBH in terms of speed, sensitivity and quality. Our results
also showed that the faster programs produced results
with very similar error rate estimates as blastp. Improve-
ments in speed were much more evident for the large
databases involving eukaryotic proteomes.

Methods
For these tests we used the sets of annotated protein
sequences, or proteomes, from four reference genomes:
the bacteria Escherichia coli K-12 MG1655 (RefSeq
assembly id: GCF_000005845), and Bacillus subtilis 168
(GCF_000009045); as well as the eukaryotes Saccha-
romyces cerevisiae S288C (GCF_000146045) and Mus
musculus (GCF_000001635).
To compare against bacterial references, we used the

annotated protein sequences of 3,312 non-redundant
prokaryotic genomes. These non-redundant representa-
tives were selected from approximately 16,000 complete
prokaryotic genomes available at NCBI’s refSeq genome
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database [28] by January 2020. To select these genomes,
we clustered them using a trinucleotide DNA signature
[29], with a δ-distance cutoff of 0.04 as described pre-
viously [30], resulting in 3,312 clusters. A distance that
roughly corresponds to a “species” level. We took one
genome per cluster, selecting the genome with the largest
number of annotated proteins.
For the comparisons involving eukaryotes, we chose 78

genomes, each selected to represent the members of each
eukaryotic taxonomic class with genomes available at the
RefSeq database by July 2020. Since eukaryotic genomes
often have more than one protein annotated per gene,
mostly to account for alternative splicing, we cleaned up
the eukaryotic proteomes by writing an ad hoc program
to leave only one protein per gene. This way, for example,
the mouse, Mus musculus, proteome was reduced from
84,985 to 21,905 representative proteins.
Four programs were used to perform protein sequence

comparisons: (1) blastp version 2.10.0+ [14], (2) lastal ver-
sion 1045 [20], (3) diamond version 2.0.2 [21], and (4)
mmseqs version 11-e1a1c [22].
To compare times, each pairwise comparisons was run

in the same computer, with no other programs running
at the same time. Times were obtained by using the unix
“time” command. This command reports user, cpu and
real times. The plotted times were the real times. The
computer was a six-core 2019 Mac mini with 64 GB
of RAM. All programs were run to use four of the six
available cpu threads in the machine.
To find Reciprocal Best Hits (RBH), we wrote a wrap-

up program, getRBH.pl [31], to standardize the options
and outputs from the different sequence comparison
programs. The options followed the work previously
described by Ward and Moreno-Hagelsieb [17]. Namely,
the e-value threshold was 1×10−6 (1e-6), coverage of 60%
of the shortest protein in the alignment, as well as soft-
masking and Smith-Waterman alignment, when available
(diamond does not have soft masking, thus it was run
with no masking). The latter two options were previously
found to improve the finding and quality of RBH with
blastp [12].
All four programs can work with their own tar-

get databases (also called subject databases). These
databases make the sequences easier to access and ana-
lyze, for example, by reducing the sequence alphabet,
indexing for quick retrieval, sometimes precomputing
“seeds” (sequence fragments used for a quick selec-
tion of sequences that might produce good scores when
fully aligned), or any other formatting for the efficient
use of the respective sequence comparison programs.
These databases are built using a program within the
suite: “makeblastdb” for blastp, “lastdb” for lastal; or
by a command within the program: “diamond makedb”
for diamond, “mmseqs createdb” for mmseqs. We built

databases for all programs (automatically implemented in
our getRBH.pl wrap-up).
Genomic Similarity Scores (GSS) were calculated from

blastp results as the sum of the bit scores of all recipro-
cal best hits (compScore) divided by the bit scores of the
respective orthologs against themselves (selfScore). This
calculation corresponds to the GSSa described in [30].
The estimate of error rates relied on conservation of

gene order. Ideally, if two adjacent genes, a and b are
homologs each to two corresponding genes a′ and b′ in a
different genome, then if one of the pairs a − a′ or b − b′
consists of orthologs, then the other pair should also con-
sist of orthologs [12]. In such cases, both pairs are counted
as correct inferences. If the program finds instead that the
other pair consists of paralogs, the paralog pair is counted
as a mistake. The error estimate is thus: E = P/(P + O),
where P is the number of paralog pairs found where an
orthologous one was expected [12].
To show the intersection sizes between compared

RBH datasets, in lieu of Venn/Euler diagrams, which
are hard to draw and interpret when more than three
sets are involved, we built matrix-based layouts using
UpSetR v1.4.0 [32] for R v. 4.0.2 [33]. Other graphs were
also drawn with R.
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